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The chain from bow to brain

I have been investigating for my own interest how a violin or a viola works, that is, how four strings
stretched over a wooden box and bowed by hand are able to produce such pleasurable sounds capable
of carrying deep musical meaning and feeling to us, the listeners. So far I have examined some aspects
of the construction of these instruments, their strength to withstand the forces of the strings, the
patterns of vibration of the wooden plates, the resonances of the structure, and the constraints on
design for it to playable by an average sized person. In this article I look – or rather listen – to
the subject from the other end: namely, how the vibrations from the instrument reach the listener’s
ears and how they are then heard as sounds with the pitch and characteristic tone of a stringed
instrument.
Let us list the chain of events from playing the instrument to hearing it:
1. The player holds the instrument to his/her neck and bows a string. The player can bow near
the bridge or near the finger board, and adjust the bow pressure, speed and length of stroke.
2. The hair of the bow drags the string with a stick-slip action, causing the string to vibrate. The
string’s construction, its vibrating length, the distance from the bridge at which the string is
bowed, the bowing direction, force, speed, etc. all influence the string’s excitation.
3. The vibrating string causes the bridge to rock such that its feet excite the top plate and thence
other parts of the wooden belly. The position of the string on the bridge (G, D, A or E position)
determines the moments about the two feet of the bridge.
4. The complex motion of the box drives the air inside and surrounding the box, and these air
vibrations travel as waves of sound away from the instrument. The wave amplitude will not
be the same in all directions.
5. The player and listener may be out in the open air, but more usually the instrument is heard
indoors. In that case reflections from the walls, floor and ceiling will colour the sound by
introducing echoes at varying time delays.
6. We hear in stereo. The differences in intensity and phase between our two ears gives us a sense
of direction to the sound.
7. The air inside the outer canal of each ear is excited. However, the listener may have impaired
hearing; older people cannot hear high frequencies, above about 8kHz. Some listeners may
wear a hearing aid.
1

8. Assuming normal binaural hearing, in each ear the ear drum is driven into motion and communicates with the chain of delicate bones within the middle ear.
9. The sound reaches the cochlea in the inner ear and excites tiny hairs at the ends of motionsensing nerves.
10. The brain receives signals from a myriad of such nerves and makes an interpretation in terms
of pitch, tone, loudness, accent, etc. This will in part be affected by the person’s experience of
sounds.
One of the motivations for studying the listening side of violin playing is to enlighten the
design of instruments. I have so far been thinking over the design of the violin mainly from the
point of view of controlling its resonant vibrational frequencies. It is now necessary to ask what
frequencies are actually required within the hearer’s ear for pitch to be distinct and the quality of
sound pleasing. One obvious issue to understand is how notes played on the bottom strings of violin
(G string) and viola (C and G) are heard when it is known that the instrument cannot radiate
sound at the fundamental frequencies of these notes. We must understand how the physical quantity
frequency is related to the perceptual quality of pitch.
There is a vast literature on sound and its perception by the human ear and brain. I have
found the new book, ‘Why you hear what you hear’ 2012, by Prof Eric Heller of Harvard a very
readable summary. Sections are available to read on-line at www.whyyouhearwhatyouhear.com.
There are also many helpful web sites and scientific papers on the internet. I have drawn upon many
of these in compiling this my own account of own wonderous ability to hear music.
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Audibility and loudness

Here are four major features of normal human hearing:
1. At any given frequency of sound, the ear perceives loudness logarithmically; that is, a doubling
of loudness requires a 10-fold increase in sound intensity, equivalent to about a 3-fold increase
in air pressure amplitude.
2. Our ability to hear sounds depends strongly on their frequency. The most sensitive range is
from about 2 kHz to 5 kHz. Below 440 Hz (concert A pitch) sensitivity falls off rapidly, which
of course makes hearing the lowest frequencies from a viola an issue, and even more so a ’cello.
Also the dynamic range is very restricted at low frequencies.
3. We interpret frequency logarithmically too, perceiving sounds which differ in frequency by a
factor of 2 as being in the same ‘pitch class’ or having the same ‘pitch colour’, though being
one octave apart.
4. Our ability to distinguish a sound depends on the other sounds present; a sound can be masked
or blurred into other sounds heard at the same time.
The next section deals with frequency and pitch.
Features 1 and 2 above are represented in the well-known equal loudness versus frequency
curves, of which the set published in standard ISO 226 : 2003 (Figure 1) are the most widely accepted.
Sound pressure levels and sound intensities are both compared in decibels, a logarithmic ratio. The
smallest audible sound pressure is the ‘threshold of hearing’ . The threshold at 1 kHz is used as
the reference pressure p0 = 20 µPa and defines 0 dB. The corresponding sound intensity is 10−12
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Wm−2 . The perceived loudness relative to a reference tone at 1 kHz is measured in phons, a rather
subjective quantity. The phon scale and intensity decibel scale coincide by definition at 1 kHz, but
diverge away from that as the sensitivity and dynamic range of our ears decrease. 60 phons is about
the loudness of peoples’ voices. At any frequency a 10 phons increase means roughly twice as loud.
Table 1 shows equivalences.

Figure 1: Contours of equal loudness as functions of frequency, measured in phons (from ISO 226).
SPL means ‘sound pressure level’.

SPL
dB
30
40
50
60
70
80

Pressure
Pa
6 ⋅ 32 E − 4
2 ⋅ 0E − 3
6 ⋅ 32 E − 3
2 ⋅ 0E − 2
6 ⋅ 32 E − 2
2 ⋅ 0E − 1

Intensity
W/m2
1 ⋅ 0E − 9
1 ⋅ 0E − 8
1 ⋅ 0E − 7
1 ⋅ 0E − 6
1 ⋅ 0E − 5
1 ⋅ 0E − 4

Table 1: Sound pressures and intensities and their equivalence in decibels.

In measuring loudness the instruments used have a filter which weights the sound pressure
with roughly the inverse of a selected curve in Figure 1, to approximate the way people would hear
the sounds. The usual A-weighting is roughly the reciprocal of the 40 phon level whilst the B-level
corresponds to about 70 phons and is more appropriate to listening to a musical instrument. It is
shown in Figure 2. The A-weighting curve at 200 Hz is about 10 dB below the B. These weightings,
however, are only a rough way of matching instrumental measurements to the subtle behaviour of
the ear. The curves do not reflect the fact that sounds of longer duration sound louder than short
sounds; that is, minims sound louder than quavers.
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The performance of the ear at the lowest sound amplitudes is limited by internal noise due
to random fluctuations. If a signal is too weak, the auditory system cannot separate it from these
random variations. At high pressures performance is limited by the physical ability of the ear to
withstand the large forces of intense vibrations.
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Frequency spectrum and the perception of pitch

A steady note on a recorder or a flute is almost a pure sine waves, but stringed instruments radiate
more of a sawtooth wave which originates in the slip-stick drag of bow on string. As we shall examine
shortly, there are many harmonics in a violin’s sound waves, especially from the lower strings. There
is a large literature on how frequencies in the ear are heard as pitch, but I will cut across it and
boldly state that the brain decides on pitch by the period of the overall repeated pattern of sound –
that is, it generally matches pitch to the repetition frequency of the waveform.
The web site www.mathstudio.co.uk has a page with sound clips which demonstrate the
waveform and frequency spectrum of the lowest note, C3, bowed on a traditional viola. Over 12
strong harmonics are apparent, but the fundamental frequency of 131Hz is missing, and is similarly
weak on the G string of a violin. This arises because the wooden box parts of viola and violin are
not able to radiate sound at low frequencies. The first noticeable spectral peak is at 262 Hz, being
the first harmonic at Middle C. How can it be, therefore, that we still hear the sound as being low in
pitch? The answer to this paradox lies in the way our brains make sense of a spectrum of frequencies
in terms of ’pitch’.
If you listen to the first sound clip, you will hear 13 notes each lasting 2 seconds. The first
and the last are the bowed viola open C string, after the starting transient has subsided. The second
is the pure fundamental f0 = 131Hz. The next has the first harmonic added, so is f0 + f1 . The
third note has the second harmonic added – f0 + f1 + f2 , and so on with one higher harmonic being
added until f10 is there too. In any note all harmonics have the same amplitude, and the overall
amplitude has been set to the same level for all the notes. The diagrams on the web page show the
waveforms and frequency spectra of four of these notes. Although the quality or ‘timbre’ of these

Figure 2: The B weighting curve for compensating for the sensitivity of the human ear at about 70
phons.
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notes is different – they become brighter and have more ’edge’ as harmonics are added – the listener
may accept that they all have the same pitch.
Listening to the second sound clip on the web page, you will hear five 2-second notes based
on 131 Hz:
1. f0 + f1 + ... + f9 + f 10 as in the first clip,
2. f1 + ... + f9 + f10 – the fundamental f0 has been silenced,
3. f1 + 3f2 + f3 + ... + f9 + f10 – fundamental absent and harmonic f2 three times greater than the
others,
4. Harmonics f1 to f10 with amplitudes made similar to those in the viola spectrum,
5. the open string C note on the actual viola.
When the fundamental at 131 Hz is silenced, we feel that the note has lost its bass fullness,
but the listener may still agree that the note has the same pitch. We get a clue to why from the
waveform below which has only f1 + f2 + f3 + f4 present in equal strength. This sum has the same
period as the fundamental even though the fundamental itself is missing. This suggests that we hear
the note at the pitch of the fundamental even when the fundamental is not actually there. The brain
must be making sense of the complex sound, with several frequencies playing at once, by picking out
the period of repetition and interpreting that as the perceived pitch.

Figure 3: The f0 fundamental waveform, sin x, compared with a sum of four harmonics which together
have the same period. (Amplitudes scaled for clarity.)
The maths behind this is straightforward. The period of sin x is 2π and the period of sin kx
is 2π/k. The period of a sum of sine waves is the smallest time duration that the waveform can
be displaced and still look (or sound) the same. This must be the least common multiple of the
periods of all the individual component harmonics. For instance if we have only harmonics f1 and
f2 , with respective periods 1/2 and 1/3 of 2π, the waveform will look the same if shifted 2 cycles
of f1 and 3 cycles of f2 , making the period of f1 + f2 equal to 2π. If, however, the two harmonics
are f1 and f3 , with respective periods 1/2 and 1/4 of 2π, the waveform will look the same if shifted
only 1 cycle of f1 and 2 cycles of f3 , making the period of f1 + f3 equal to only π. In general, for
harmonics with frequencies k1 , k2 , . . . , kN times the fundamental, form K = gcd(k1 , k2 , . . . , kN ) (also
called highest common factor). The period of the sum of these harmonics is 2π/K. For most musical
instruments all the k1 , k2 , . . . , kN will be coprime so K will be 1, and hence the period that of the
absent fundamental.
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Actually, I think the perception on hearing a musical sound is more complicated. If we just
heard the viola note in isolation, without being told what it was, we might be uncertain whether
its pitch was C3 or C4. I suspect that the musical context guides our hearing, and certainly the
transients at the beginning of each note are highly characteristic and a major clue to recognising
the instrument. Only the first few harmonics are effective in creating the pitch of the missing
fundamental, and we may expect that the pitch is less ambiguous if the fundamental can be heard.
The superposition of harmonics is closely related to building up a chord on a keyboard
instrument by playing a bass note, say C3, adding the octave C4, then the fifth G4, then the next
octave C5, then the major third E5, and so on. You can hear this chord build-up in the first sound
clip. There must be some ambiguity as to whether we hear a superposition of harmonics as a chord
of several notes, or as a single note with a characteristic timbre1 . I suspect it depends on musical
context; it is a chord if it resolves to a chord with the same number of harmonics (‘voices’) present,
and it is a note if successions of such chords, moving in parallel, are being used only to create sound
colours. Some 20th century composers, following Debussy, have made extensive use of such parallel
chords.
A sound is called ‘anharmonic’ when the component frequencies in its spectrum are not
integer multiples of a fundamental (which may or may not be present). ‘Inharmonicity’ is a measure
of the departure from integer multiples. In bowed string instruments it is very low because the
periodic slip-stick force in bowing over rides the tendency to anharmonic vibration. However a
plucked (pizzicato) string has some inharmonicity due to the string’s imperfect flexibility, and in a
piano, where the string is struck with a felt hammer, the inharmonicity can be considerable and adds
to the instrument’s characteristic timbre.
Although not directly relevant to bowed string instruments, it is still interesting to understand how the ear and brain attribute a pitch to anharmonic sounds because it sheds light on the
mechanism of pitch perception. There is an example of this in the third sound clip on the web page
at www.mathstudio.co.uk. This has two 2-second tones, the first harmonic,the second anharmonic.
The frequencies in the first are 262, 392.5, 523, 664, 784 Hz, being exactly the 1st to 5th harmonics of
C3 (131 Hz – not itself present). For the second tone these frequencies have been alternately raised
and lowered by 8 Hz to 270, 384.5, 531, 646 and 793 Hz. I hear a slight rise (sharpening) in pitch by
about half a semitone (3%). Do you hear two notes here – a definite two-note chord? Figure 3 shows
the waveform and spectrum of this anharmonic tone. The waveform is not periodic, but the peaks
and troughs are correlated roughly every 1/135 seconds. This suggests that the brain identifies the
pitch of complex sounds with correlation times in the wave amplitude. The correlation time could
be calculated precisely from the autocorrelation function of the waveform, defined by
lim ∫
T →∞

T
t=T

f (s)f (t − s) ds.

A fair estimate can be made as follows for a sound with N partials with frequencies fj , 0 ≤ j ≤ N :
1. Find the least time τ which is close to being an integer multiple of each of the periods of the
N partials. Note the multiples mj such that mj /fj ≈ τ .
2. Take an average, T , of the N times mj /fj , weighted if necessary with the loudness of the
individual tones.
1

Timbre is that tone quality by which we can distinguish two sounds when they have the same pitch and the same
loudness.
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Figure 4: The waveform and frequency spectrum of an anharmonic tone.

3. Then the pitch likely to be heard will correspond to frequency 1/T .
I say ‘likely’ because some combinations of anharmonic partials seem (to me at least!) not to blend
into a single pitch, but to sound like a chord of two of more notes. With 780 + 1020 Hz I hear the
higher pitch dominate. This implies that the ear and brain do not in all cases convincingly supply
the missing fundamental.
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Sound transfer through the outer and middle ear

This and the next section examines how our ears detect sound, and why it is that we hear some
frequencies more readily than others. This explains something of the detailed mechanism behind the
summary results on loudness and pitch in sections §2 and 3. Anatomy and physiology are not my
subjects so in writing this account I have drawn copiously on text and diagrams from the internet,
especially the Scottish Sensory Centre, University of Edinburgh, and Labspace.open.ac.uk at the
Open University. Many thanks to these for almost all the diagrams that follow.
The ear is divided into three sections: the outer ear, the middle ear and the inner ear. Each
part plays a distinct role in the transmission of sound from the environment to the brain, where the
sound is perceived. A critical concept is that sound travels through air to reach our ears, but the
hearing mechanism of the inner ear is fluid-based. The acoustic impedance mismatch, due mainly
to the large density difference for air and water, would mean that only about 0 ⋅ 1% of energy would
transfer if sound impinged directly on the fluid cavities of the inner ear. Amongst other things the
outer and inner ear are mechanisms for avoiding this 30 to 35 dB loss.
On the outer ear the bowl-shaped depression just behind the ear hole, called the concha
(‘shell’), collects sound from the ambient air and directs it into the ear canal. The concha and ear
canal together reinforce sound by resonances as it is directed towards the eardrum. Figure 5 shows
how this acoustic gain of the near and far ear canals depend on frequency for sound coming from
sources at 45○ to the listener. Contributing to this, the ear canal itself has a peak gain at about 2
kHz and the concha peaks at about 5 kHz. In adults the peak frequencies are around 2 ⋅ 5 to 3 kHz,
at which there is about 20 dB gain. The peak is at higher frequencies in children. Above about 10
kHz the gain curve varies considerably from individual to individual.
The middle ear consists of the eardrum, an air cavity and the ossicles. The ossicles are three
small bones suspended in the cavity: the malleus (hammer), incus (anvil), and stapes (stirrup).
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Figure 5: Acoustic gain as a function of frequency in the ear canal, from outside to eardrum. (From
E A G Shaw and M M Vaillancourt, JASA, 1974, 1985)

Figure 6: The middle and inner ear.

They are connected in line with flexible joints. At one end the malleus is attached to the back of
the eardrum and at the other end to the incus. As the eardrum vibrates, it moves the malleus and
hence the incus and stapes. The three bones have a piston and lever like motion which transfers
movement of the eardrum into movement of the oval window of the cochlea which is attached to the
footplate of the stapes. The oval window is a small membrane which closes off the fluid in the inner
ear from the air in the middle ear. The window’s ligament is more flexible at its top edge and stiffer
at its lower, so the lower edge acts as a hinge about which the footplate of the stapes can rock, so
pushing or pulling on the oval window.
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Hearing requires that there be a transfer of acoustic energy from air-borne sound waves in the
environment to fluid-borne vibrations in the cochlea in the inner ear. The middle ear is essentially a
force amplifier and transfer mechanism. About 25 dB on gain come from the difference in area of the
eardrum and the footplate of the stapes. The surface area of the eardrum is about 55 mm2 , about
17 times larger than that of the footplate of the stapes (about 3 ⋅ 2 mm2 ). Because a given force
over a smaller area represents an increase in pressure, the difference in areas means that sounds are
amplified by about 25 dB. Two other mechanisms contribute about another 6 dB between them: i)
a lever action through the ossicular chain, ii) a buckling of the eardrum when it moves, enhancing
the displacement of the malleus. The total gain of the middle ear from all these actions is about
×45 or 33 dB. This, together with the up to 25 gain in the outer ear, means there is very effective
energy transfer from the outer air to the fluid behind the oval window of the cochlea, more than
compensating for the otherwise 35 dB loss due to acoustic impedance mismatch. The amplitude
transfer function has been measured and also modelled using finite element analysis. Figure 7 is
taken from a 2010 COMSOL paper by Cai, Jackson , Steele and Puria. It plots various authors’
values of stapes velocity to air pressure in the ear canal. A hinging motion between malleus and
incus dominates at low frequencies, but at high frequencies a twisting motion dominates, this having
lower inertia. Transmission is best at about 1 to 2 kHz, and is about 20 dB down (1/10th) at 100
Hz and again at about 5 kHz.

Figure 7: Amplitude transfer function of middle ear after Cai et al. of Stanford University, 2010.

The eardrum is most efficient at transferring sound when the static air pressures on either
side of the drum are the same. For this reason the eustachian tube connects the middle ear cavity
to the mouth. When the pressure on either side in not the same, the drum becomes deformed. This
can happen if the eustachian tube becomes blocked by mucous when we have a cold. The blockage
lowers the pressure in the middle ear, causing the eardrum to be deformed inwards and the efficiency
of hearing reduced.
There is one further aspect to the ossicles. As described further in §5 below, the cochlea has
two windows facing the middle ear air cavity – the oval window and the round window. These are on
opposite sides of a partition within the cochlea. Hearing requires that pressure waves displace this
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cochlear partition, but this can only happen if the stimuli at the two windows are out of phase. The
ossicles ensure that this happens because they transfer vibrations only to the oval window. If the
bones of the middle ear were absent, not only would the gain through a mechanical link be lost, but
also the pressure variations from the eardrum would fall equally and in phase on the two windows,
so the cochlear partition would remain undisturbed. In other words, almost total deafness.
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The inner ear

The inner ear has two main parts with two distinct functions:
• the cochlea, responsible for hearing, converts vibrations from the middle ear into electrochemical impulses which are passed on to the brain via the auditory nerve,
• the semi-circular canals of the vestibular system, dedicated to balance. This will not be examined here.
The cochlea functions both to separate the frequency content of sounds, and to amplify them.

5.1

Anatomy of the cochlea

The cochlea has a spiral shape like a snail shell filled with fluids. It is formed from the bones of the
skull and lined with membranes. If uncoiled, it would be about 32 mm long and 2 mm diameter. In
Figure 8 are two diagrammatic cross-sections, each showing the three chambers which run along the
cochlea’s length:
• the scala vestibuli, filled with perilymph,
• the scala media, containing the organ of Corti where electrical impulses originate, filled with
endolymph,
• the scala tympani, also filled with perilymph.
These are separated by two membranes:
• Reissner’s membrane between the scala vestibuli and the scala media
• the basilar membrane between the scala media and the scale tympani.
The collective term for the scala media, its innards and enclosing membranes, is the ‘cochlear partition’. It is triangular in section. Perilymph has about the same composition as the extracellular
fluid bathing most of the nervous system. Endolymph has very high potassium and low sodium concentrations. These electrolytes are crucial to the excitation of electrical impulses which then travel
from the organ of Corti up the auditory nerve.
If the snail-shell were uncoiled, it would look as in Figure 9. This shows the oval window
at the footplate of the stapes which closes the scala vestibuli. Also, the scala tympani has a closing
elastic membrane called the round window. At their other apex end, at the innermost coil of the
snail shell, the scala vestibuli and the scala tympani are joined via the helicotrema, an opening in
the cochlear duct.
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Figure 8: Two cross-sections of the cochlea (Internet images).

Figure 9: Diagram of the three scalae of the cochlea, uncoiled.

5.2

The basilar membrane in sound reception

The stapes pushes and pulls cyclically on the fluid in the scala vestibuli via the oval window. In push
motion, perilymph fluid is displaced along the scala vestibuli, through the helicotrema and along
the scala tympani in the opposite direction, causing the round window to bulge out into the inner
ear cavity. Simultaneously there is sideways displacement of the cochlear partition, causing in turn
the elastic basilar membrane to move and so increase the pressure within the scala tympani. This
enhanced pressure displaces the fluid there and this contributes further to the outward bowing of
the round window. When the stapes pulls back, the process is reversed and the basilar membrane
moves towards the scala vestibuli, causing the round window to bow inwards. Thus each cycle of a
sound wave produces a cycle of lateral movement of the basilar membrane. Movements of the basilar
membrane are detected by some 16,000 hair cells situated along its length. Their electrical responses
trigger nerve fibres in the auditory nerve.
Figure 10 illustrates that the basilar membrane is not uniform; its mechanical properties vary
continuously along its length in two ways:
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Figure 10: Schematic representation of the basilar membrane (cochlea uncoiled) showing the variation
in width along its length
• the membrane is narrower at its base (next to the middle ear) compared to the apex (at the
helicotrema) by a ratio of about 1:5.
• it is thicker at its bases, and there its fibres are shorter and more closely packed.
As a result the stiffness of the membrane decreases almost exponentially from base to apex, the
base being over 100 times stiffer. This graded non-uniformity is crucial to the membrane’s ability to
separate sounds according to frequency. It also accounts for the logarithmic dependence of pitch on
frequency. Recall that that the resonant frequency f of a simple mass-and-spring satisfies f 2 ∝ E/m
where E is an elastic stiffness and m a characteristic inertial mass. Therefore the narrower, stiffer
parts near the base can respond most at high frequencies, and the wider, more compliant parts near
the apex do so at low frequencies, with a gradual increase in resonant frequency from apex to base.
Because the wavelength of audible sounds greatly exceeds the length of the basilar membrane, all
parts of the membrane receive the stimulus in phase, but the variable stiffness causes the resulting
displacements of segments along the membrane to vary in phase as well as in amplitude. The phase
differences give the motion the semblance of a wave packet travelling within an amplitude envelope,
the peak position of which is roughly proportional to the logarithm of the central frequency. Figure
11 is an illustration of the instantaneous displacement; picture this oscillating as a travelling wave
within an envelope of displacement. Figures 12 (from the Encyclopaedia Britannica) and 13 and
their inserts each shows where various frequencies cause maximum displacement around the spiral
cochlea. I have built a simple model of this myself in the finite element program LISA 8.
There is a frequency dependence of the displacement of the basilar membrane, as shown in
Figure 14.
We now consider the response of the basilar membrane to a complex sound consisting of two
or more frequencies. Broadly each frequency would try to create a local maximum in displacement
at its characteristic point along the basilar membrane. See c) of Figure 13. The separation of a
complex signal into its two or more different points of peak displacement along the membrane means
that the membrane is performing a type of spectral analysis.
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Figure 11: Instantaneous displacements of a travelling wave along the basilar membrane, a) if the
membrane were ribbon-like, b) a more realistic diagram.

Figure 12: The cochlea, showing where maximum displacement of the basilar membrane occurs
over the frequency spectrum. Three inserts show positions of envelopes of displacement at three
frequencies.

The literature describes two historical theories of pitch perception. One, initially due to
Helmholtz, explains pitch in terms of the position of maximum displacement along the basal membrane, as described above. The other explains pitch in terms of the rate of firing of the neurons.
The neurons are said to generate their signal when the amplitude reaches a crest in the pressure
waveform, so their firing locks onto these crests and hence onto the input frequency. It is known
that an individual neuron cannot fire at more than about 1 kHz, because about 1 ms is required
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Figure 13: Second schematic map of frequency on the basilar membrane. b) envelope of a travelling
wave for three different frequencies. c) Envelope of displacement in response to a two-frequency
signal at 300+2000 Hz.

Figure 14: The sound level required to maintain the basilar membrane at a constant displacement
(1.9 × 10−8 m) as a function of frequency.

for ionic diffusion in the ion exchange cycle by which electrical signals are produced. One theory,
called the ‘volley principle’, proposes that many neurons co-operate to give a collective response to
higher frequencies. Individual neurons fire at a low rate, but separate ones fire on successive crests
in pressure, the total response thus being staggered across a bundle of hair cells. It seems that both
theories give a partial description of pitch detection. The neuron firing rate theory probably accounts
for much auditory response below about 400 Hz, and the basilar membrane position theory at higher
frequencies.
The rate-of-neuron-firing theory would fit quite well with the perception of the missing fundamental, §3 The crests in the composite waveform of Figure 3 are at the frequency of the missing
14

fundamental. If the neurons respond to these crests, they will fire at the fundamental frequency.
Moreover, it may be significant that in the tests I and many others have carried out, the missing fundamental is below 1 kHz. Furthermore, hearing the missing fundamental does not occur as markedly
when the harmonics all have high pitches, many times the fundamental ( e.g. 1200, 1300, 1400, 1500
Hz.)
The mechanical tuning of the basilar membrane, due only to its elastic properties, are essential to pitch perception, but are not enough to explain the ear and brain’s ability to distinguish
frequencies, which is much sharper.

5.3

The organ of Corti and nerve impulses

The organ of Corti is where the neural signals are generated. It runs the length of the basilar
membrane and is made up of
• the basilar membrane itself,
• the tectorial membrane, a jelly like substance and, sandwiched between these,
• three rows of outer hair cells, embedded into the tectorial membrane and its endolymph rich
in K+ ions,
• one row of inner hair cells, not touching the tectorial membrane, and rich in nerves.
• a rigid inverted V-shaped structure known as Corti’s arch which separates the outer and inner
hair cells.
Figure 15 illustrates the structure in cross section, and Figure 16 is a micrograph showing how they
are grouped into bundles.

Figure 15: Cross-section of the organ of Corti.
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Figure 16: Micrograph showing the hair-like stereocilia in bundles of hair cells.

The hair cells get their name from the 100 or so hair-like stereocilia extending from the apex
of each, clearly show in Figure 16. A typical hair cell is shown in Figure 17. The outer hair cells
are closest to the outside of the cochlea and are arranged in 3 rows whereas the inner hair cells form
a single row. In each ear we have about 12,000 outer hair cells and about 3500 inner ones. The
outer hair cells are ‘efferent’ meaning that they receive incoming signals from the brain, signals which
make them change length. The outer hair cells function partly to amplify sounds further, and also
to sharpen the frequency resolution beyond that of the basilar membrane, described in §5.3 above.
On the other hand the inner hair cells are ‘afferent’ meaning that they generate outgoing signals to
the brain. About 95% of nerves from the brain go to the inner hair cells, 5% to the outer.
The sensitivity to quiet sounds and the ability of select a frequency are both enhanced by
active ‘electromotility’ processes within the hair cells. Signal amplification in the organ of Corti
can be about 40 dB. It operates roughly as follows. Sound of a particular frequency enters the
cochlea and displaces the basilar membrane with a peak at the mechanical resonance position for
that frequency. The tectorial and basilar membrane are hinged together along one edge (the edge
nearer the centre of the spiral cochlea). As the basilar membrane moves, so does the tectorial, and
there is a shear component to their relative movement. This shearing bends the stereocilia of the
outer hair cells sideways and opens up gaps between them. Fluid flow at the endolymph - perilymph
junction changes the concentration of ions (more details below), stimulating the outer hair cells to
change length by about 5% or 2 microns. There are three main consequences
1. The tips of the longer stereocilia are embedded in the tectorial membrane so their expansion
amplifies the movement of the tectorial membrane. In turn this moves the inner hair cells
through viscous drag.
2. The subsequent closing up of the outer hair cells injects energy back into the basilar membrane,
amplifying its displacement immediately at that position.
3. This movement back onto the basilar membrane is a type of acoustic feedback leading to the
basilar membrane itself emitting sounds, so called ‘otoacoustic emissions’.
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Figure 17: Structure of the hair cell with its stereocilia in the K+ -rich endolymph.

The inner hair cells capture the stimulus and transmit the pattern of excitation to the auditory nerve.
It is the brain which decides upon the pitch of the sound. Pitch is therefore perceived as primarily
related to frequency through the position along the basilar membrane from which the electrical
impulses arrive. Moreover, louder sounds release more energy and so move a greater number of hair
cells. The brain knows a frequency is louder because more hair cells are activated in an area.
There is an electrochemical cycle for generating the nerve signals. Broadly, the outer hair
cells change length when the stereocilia bend to one side because this movement opens channels
between the rows of stereocilia into which K+ ions flow. These ions pass into the body of the cell
and out through a pore into the perilymph. The cell changes shape and this shape change allows
Ca++ ions to flow from other part of the cell. The Ca++ ions repolarise the cell and it resumes its
original shape and size after a short time – about one millisecond. With inner hair cells the motion
allows a similar K+ / Ca++ ion cycle during which an electrical potential difference in transferred to
the eight nerve to the brain. Copious details are available in the literature and on the internet.

5.4

Auditory masking

Masking is the familiar situation when you cannot clearly hear one sound because another sound at
the same or almost same time ‘covers it over’. Two situations seem commonplace. First, a nuisance
sound will drown out one we want to listen to if it is loud enough. Second, if two sine wave of the
same amplitude and similar frequencies sound together, we hear a pattern of beats but cannot hear
the two frequencies separately. There is a minimum difference in frequency for notes with the same
amplitude to be heard apart; the masking tone must be about 10% higher or lower in frequency, in
musical terms about two semitones.
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Figure 18: Masking of a signal tone by noise of different loudness, for four signal tone frequencies.

Experiments have been done with simultaneous masking, when the target sound and the
masking sound are presented at the time time, and ‘forward masking’ when the masking sound is
presented first, then shortly afterwards the target sound (vice versa for backwards masking). As
expected, sounds heard separately in time are more easy to tell apart. The four panels of Figure
18 show measurements at four frequencies of simultaneous masking of a pure tone signal by a pure
tone masker, based on work by Richard Ehmer (JASA 1959). The experiment was as follows. A
listener was asked to try to hear a weak pure signal tone when a constant masking tone was also
being sounded at 250 Hz, 500 Hz, 1000 Hz or 2000 Hz. The loudness of the masking tone was set to
four levels in turn. The listener had to turn up the volume of the signal until it could just be heard
in the presence of the constant masking note. The amount of gain needed is plotted as a function of
the signal frequency in each panel. The four curves in each panel are for the four loudness levels of
the masking tone.
Take the top left panel for 250 Hz. You can see that when the masking tone is quiet (20
dB), the volume level to which the signal must be raised to be just heard is about 10 dB less than
the masking tone at the masking frequency, and less away from the masking frequency, the levels
being roughly symmetric about 250 Hz. However, when the masking tone is louder, not only does
the signal loudness have to be increased (as you would expect), but the symmetry is lost; instead a
low masking sound will block out a higher pitched signal, but a high pitched mask will not block out
a low pitched signal. Comparing the four panels, the masking pattern for the 250 Hz mask is very
wide, but that at 2 kHz is narrow. In other words, low pitched sounds are more penetrating through
other sounds, more difficult to mask out. This may be explained by saying that a low frequency
masking tone will set the full length of the basilar membrane into oscillation, so a high frequency
must be of high amplitude to produce noticeable additional displacement near the base. On the
other hand, a high frequency mask will only excite the basilar membrane near its base, leaving an
otherwise undisturbed length nearer the apex for a low frequency signal detection.
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I occurs to me that this difficultly in masking low frequencies may in some way compensate for
the relative insensitivity of our ears to low frequencies. It might mean that when musical instruments
are playing together, the low notes of a viola or ’cello will not be masked by high pitched sounds of
violins or flutes in their upper registers. It may also explain in part why the bass voice in music is so
important; it cannot be obliterated by other higher parts, but rather we hear it glowing through.

John Coffey, Cheshire, England, December 2013,
with grateful acknowledgement to those authors whose diagrams I have used.
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